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How to Guide for Data Analysis and Fraud 
Detection 
What is a statistical test? 

This is when you compare two groups of data and see if they are different. For example: 

An apple farmer wants to test the following: 

Whether a fertilizer B is better than fertiliser A? Which one can increase the number of apples 

yielded by each tree? 

So he does an experiment, he grow 10 trees with fertilizer A and 10 trees with the fertilizer B. At the 

end of season, he tally the number of apples produced by each tree, grown with fertilizer A, and 

likewise for the trees grown with fertilizer B. These are the results 

Table: Number of apples for each tree versus the different fertilizers used. 

Fertilizer A 20 25 23 28 22 30 21 26 24 27 

Fertilizer B 30 34 35 32 36 31 37 38 33 40 

 

You can see easily that overall, the apple trees grown with the Fertilizer B produced more apples 

then those grown with Fertilizer A. When the differences between the two groups may not be as 

obvious, then we will need to use a statistical test to give us an exact measure of whether they are 
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really different or not. For the example above, a statistical test call the T-test shows the two groups 

are different (p-value < 0.01), Fertilizer B is significantly better than Fertilizer B. 

You can do this in R by using the following codes: 

 t.test ( c(20:28,30), c(30:38,40)) 
 

This gives the following results: 

         Welch Two Sample t-test 

 data:  c(20:28, 30) and c(30:38, 40) 

 t = -6.9786, df = 18, p-value = 1.618e-06 

 alternative hypothesis: true difference in means is not equal to 0 

 95 percent confidence interval: 

  -13.010507  -6.989493 

 sample estimates: 

 mean of x mean of y 

      24.6      34.6 

What is p-value? 

In a criminal trial, a suspect is assumed ‘innocent’ unless proven otherwise. In a statistical test, we 

commonly assume ‘no difference’ between two groups of data. The p-value is a number that is 

between 0 and 1, a value closer to 1 means there are ‘no difference’, a value closer to 0 means two 

groups of data are significantly different. Usually, the p-value needs to be less than 0.01 to establish 

there is significant difference between two groups of data. This cut-off value is chosen completely 

arbitrarily, and needs to be adjusted to 0.001 or less if higher stringency is required. Technically 

speaking, p-value of greater than 0.01 means the ‘null hypothesis’ is true, otherwise the ‘alternative 

hypothesis’ is true. 
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What is the alpha όʰύ value? 

We have talked about the p-value threshold above. For a p-value cut-off of less than 0.05, the alpha 

value is 0.95, or more commonly expressed as a percentage 95%. This equation links α and p-value: 

                                 p-value threshold = 1 - α 

By definition, the alpha value is the probability of incorrectly rejecting the null hypothesis. 

 

 

 

 

 

 

What is confidence interval? 

When you’re considering one group of data, the confidence interval defines a range of values above 

and below the sample mean. A 95% confidence interval means that if we resample from the data, 

then it is expected that 95% of the data lies within the interval. A 99% confidence interval is always 

smaller than a 85% confidence interval.  

 

 

 

 

 

 

The confidence interval is useful for the calculation of audit estimates within a particular α level. We 

can use old data to calculate a 95% confidence interval for a particular field in the spreadsheet. If the 

mean value for this year’s data lies outside of the 95% confidence interval, then the result is 

statistically significant at p-value < 0.5. This also equals to a α  value of 0.95. Since the value is 

different from previous year, this means this account may potentially have some problems that 

deserve to be further scrutinized. Therefore, confidence interval, alpha value, and p-value are closely 

related to each other. 

 

99% confidence interval 

95% confidence interval 

0 1 

p-value threshold  or 

1 – α  

Region in which p-

value signifies 

statistical 

significance 

The result is 

likely due to 

random chance. 

Sample mean 

Your sample 
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How may confidence interval be used in auditing? 

Let the red dot represent the audit target, and the black dot and the dashed line represents the 

hidden ‘real’ average value of the client’s data.  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

What is variance? 

Variance is a measure of the spread of the data. Two groups of data may have the same average 

value, but different variance. For example: 

 

Data             Average Variance 

Group 1 3 24 7 14 9 15 40 16 157.3333 

Group 2 16 16 16 16 16 16 16 16 0 

 Group 1 and Group 2 has the same average value. However, Group 1 values varies more than Group 

2, therefore, Group 1 has a higher variance than Group 2. 

 

Sample 3 mean = 91  

Audit target = 88 

Hidden real average = 91 

Your sample 1, 95% C.I. 

 Sample 1 mean = 93 

{ƻƳŜƻƴŜ ŜƭǎŜΩǎ ǎample 2, 95% C.I. 

 Sample 2 mean = 86  

{ƻƳŜƻƴŜ ŜƭǎŜΩǎ ǎample 3, 95% C.I. 

In reality we don’t know 

where the black dot is, all 

we can actually see is each 

sample mean, and the 

confidence interval (C.I.) of 

the data. Different auditors 

might get different 

samples, and therefore 

different sample mean and 

confidence interval. As 

long as the audit target 

stays within the 95% C.I. 

the difference is not 

material.  

 

If the audit target does not lie within 

the C.I., the difference is material. 
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What is analysis of variance (ANOVA)? 

Going back to our example on apple trees and fertilizers, what can the farmer do if there are more 

than two types of fertilizers which need to be compared? There are two options: 

1. The farmer can calculate the difference between the average number of apples grown by 
each tree with respect to each type of fertilizers 

2. Use analysis of variance (ANOVA) 
ANOVA is more sensitive to because it squares each data point. Squaring each number make the 

difference higher, and make the hypothesis test more sensitive. For example if we compare two 

number 7 and 9.  

1. If we just take the difference:         9 – 7 = 2 
2. If we use ANOVA: 

             92 - 72 = 81 – 49 = 32 

The difference after squaring the number is 32, but the difference without squaring is 2. Therefore, 

ANOVA is more sensitive. Of course the calculation for ANOVA is more complicated than that, but 

we’ll concentrate on the basics now. 

The typical data set used by ANOVA is like this: 

 Fertilizer 1 Fertilizer 2 Χ Fertilizer X 

Tree 1 Y11 Y21 … Yx1 

Tree 2 Y12 Y22  Yx2 

. 

. 

.  

. 

. 

. 

. 

. 

. 

 . 

. 

. 

Tree Z Y11z Y2z … Yxz 

ANOVA also account for the variances within each group of data and variances between different 

group of data.  
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The table a) and b) below is referenced from Quinn and Keough, 2002, Experimental Design and 

Data Analysis for Biologist, Cambridge University Press, Cambridge. Each number is represented by a 

different colour, this easily shows the variability of the numbers within each group. 

a) Group 1 Group 2 Group 3 Group 4 b) Group 1 Group 2 Group 3 Group 4 

 

0.1 1.0 0.5 1.0 

 

1.4 3.1 0.1 1.0 

 

1.4 0.5 2.6 0.1 

 

1.4 3.1 0.1 1.0 

 

3.1 1.4 3.1 1.7 

 

1.4 3.1 0.1 1.0 

 

1.0 0.1 1.7 2.6 

 

1.4 3.1 0.1 1.0 

 

0.5 2.6 1.4 3.1 

 

1.4 3.1 0.1 1.0 

 

1.7 3.1 1.0 0.9 

 

1.4 3.1 0.1 1.0 

 

2.6 0.9 0.9 0.5 

 

1.4 3.1 0.1 1.0 

 

0.9 1.7 0.1 1.4 

 

1.4 3.1 0.1 1.0 

 

1.41 1.41 1.41 1.41 

 

1.4 3.1 0.1 1.0 

ANOVA uses the within group variance and the between group variance to infer statistical 

differences between multiple groups of data. In table a), the variances are contributed within each 

group, and there is no variance between the average value of each group as they are all 1.41. 

ANOVA test detected no difference between the groups (p=1). In contrast, there are no within group 

variance in table b). All the variances are contributed by the average value of between each group. 

ANOVA detected differences between the four groups (p < 0.01).  

A good hands-on experiment shown the effect of within group variations and between group 

variations can be found here http://www.psych.utah.edu/stat/introstats/anovaflash.html . 

Further readings: 

http://www.stat.psu.edu/~jglenn/stat505/11_1wMANOVA/02_1wMANOVA_uni.html 

What is correlation? 

Correlation is a measure of how two sets of numbers move up or down together, and whether they 

have similar trends. One example of correlated data is the yearly unemployment rate and GDP of a 

country. In contrast, the number of birds that flew into my backyard each day and the Dow Jones 

figures for the day is likely to be uncorrelated. If the correlation value is 1, it means the data moves 

together up and down, if the correlation is -1, it means the data moves in separate ways. A 

correlation value of 0 means there are no relationship between the two sets of numbers.  

 

http://www.psych.utah.edu/stat/introstats/anovaflash.html
http://www.stat.psu.edu/~jglenn/stat505/11_1wMANOVA/02_1wMANOVA_uni.html
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A simple experiment you can do yourself is to look for trends and relationships in what people are 

searching for in Google. You can do this by searching for the ‘Google Trends’ tool in the Google 

search engine, or visit this website: http://google.com/trends 

If you want to look for relationships between people searching for the word ‘income’ and the word 

‘budget’ in Google, you can type ‘income, budget’ into the search box and click ‘Search Trends’. You 

can compare the searches by separating the words with commas. 

 

Figure from Google Trends, searching for ‘income, budget’: 

http://google.com/trends?q=income%2C+budget&ctab=0&hl=en&geo=all&date=all&sort=0 

You can see that for every peak in the searches for the word ‘income’, there is also a rise in the 

number of the word ‘budget’, showing that the frequency in which people search for these two 

words are correlated. Similarly, we can see correlation between the frequencies of the searches for 

three US presidential candidates: Clinton, Obama, and McCain.  

 

http://google.com/trends
http://google.com/trends?q=income%2C+budget&ctab=0&hl=en&geo=all&date=all&sort=0
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Figure from Google Trends, trend history on Google searches for ‘Obama, Clinton, McCain’: 

http://google.com/trends?q=clinton%2C+obama%2C+mcCain&ctab=0&hl=en&geo=all&date=all&sor

t=0   

Another way to visualise correlation is to plot the values on a XY graph. For example, we can see that 

the number of people employed for each year is correlated with the Gross National Product (GNP).  

Data which is correlated should lie close to the 45° diagonal line at the XY graph. Since the fitted 

trend line is very close the 45° line, therefore, GNP is highly correlated with the number of people 

employed. The correlation value is 0.9835516 (p-value < 0.01), which also means the two set of 

values are highly correlated. The p-value is less than 0.01, which means the correlation is not likely 

due to random chance. 

 

 

 

http://google.com/trends?q=clinton%2C+obama%2C+mcCain&ctab=0&hl=en&geo=all&date=all&sort=0
http://google.com/trends?q=clinton%2C+obama%2C+mcCain&ctab=0&hl=en&geo=all&date=all&sort=0
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You can use the correlation test to check whether two columns of an accounting spread sheet is 

consistent with one another.  

²Ƙŀǘ ƛǎ .ŜƴŦƻǊŘΩǎ ƭŀǿΚ 

 

Remember the hangman game we’ve played since a kid? Smart kids will 

notice that some letters are more frequent in English words. Letters such 

as ‘e’, ‘t’, ‘n’, ‘s’, ‘a’ occurs more frequently, and letters such as ‘x’ and ‘z’ 

are less frequent. Since ‘z’ occurs least, it is unwise to guess the letter ‘z’ 

on your first go, or you’re likely to lose. 

 

When we try to detect cases of fraud in monetary data, we can use a similar concept call the 

Benford’s Law. The smaller the number is, the more frequently they appear as the first digit in a 

number. For example, 1 is the most frequent first digit, and 9 is the least frequently first digit. A tell-

tale sign of fraud is an unusual pattern in the number of times each number occurs, such as the 

number 9 appearing way than it is normally. 

 

N U M B E R 
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Which one is the first digit in a number? It is the left most digit. For example, the first digit in the 

number 1,000,000 is 1. For 3,999 it is 3. The left most digit contributes the largest value to a number 

which signifies a value. For example, in the value 3999, the difference between first digit and the 

rest is: 3000 – 999  = 2001, and the difference is quite large. In Benford’s law the position of the 

number matters! The number 0 cannot really be the first digit, since it doesn’t contribute to the 

value of the number at all. 

Mathematicians have calculated the chance each number is likely to occur as the first digit. Number 

1 occurs in around 30% of first digit, this is followed by number 2 which occurs ~18% of the times, 

and least is number 9 occurring only ~5%. This graph shows us the expected count of the first digits. 

 

 

 

Difference in 

height between 

bar 2 and bar 3 

Difference in 

height between 

bar 1 and bar 2 

The difference in height 

between the bar 1 and bar 2 

(red line) is more than twice 

as large as the difference 

between bar 2 and bar 3 (the 

two purple lines). This 

pattern is seen between 

subsequent consecutive bars, 

meaning the drop is at an 

exponential rate. 

 

Bar 1 is the number 

of datapoints for ‘1’ 

being the first digit 

in a number 
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Now we know what the graph for the expected count of first digits look like, we can use it for 

something practical. 

Iƻǿ Řƻ ȅƻǳ ǳǎŜ .ŜƴŦƻǊŘΩǎ [ŀǿ ǘƻ ŘŜǘŜŎǘ ŦǊŀǳŘΚ 

You compare the tally of the first digit of your client’s data with the expected count, and see if there 

is any statistically significant difference. Fraud is present if the difference is significant. Here is an 

illustrated example. Mr. Aaron Anderson owns his own grocery store. Although the weekly income 

statement initially conforms to Benford’s Law. Having never heard of this method of fraud detection, 

he decided to lie to his girlfriend, Miss Helen Cooper, on how much he earns. He randomly add a 

digit 9 in front of 10% of the weekly income, in order to boost his sales record. Unfortunately, Miss 

Cooper, being a clever accountant made a copy of the spreadsheet and plot the count of the first 

digits for Mr. Anderson’s weekly income. The graph here is represented as the proportion of the 

weekly income which has the first digit as ‘1’, ‘2’ etc… 

 

The black vertical line represents the proportion of the weekly income which has the corresponding 

first digit. The blue line and diamonds represents the expected proportion of first digit. The green 

lines above and below the blue line represents the upper and lower limits of the 95% confidence 

interval respectively. After having a look at the graph, do you think Miss Cooper will go out with Mr. 

Anderson again? 

The number 9 is found in a 

proportion which far exceeds the 

95% confidence interval and this 

is a telltale sign of fraud in the 

data. 
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²ƘŜƴ Řƻ .ŜƴŦƻǊŘΩǎ [ŀǿ ƴƻǘ ŀǇǇƭȅΚ 

The information below on Benford’s Law is referenced from: Nigrini, M.J. (2000) Digital Analysis 

Using Benford’s Law – tests and statistics for auditors. Global Audit Publications, Vancouver, Canada. 

This is also a good book to read to learn more about Benford’s Law. 

¢ƘŜǎŜ ŎǊƛǘŜǊƛŀ Ƴǳǎǘ ōŜ ǎŀǘƛǎŦƛŜŘ ŦƻǊ .ŜƴŦƻǊŘΩǎ [ŀǿ ǘƻ ŀǇǇƭȅ (Nigrini, 2000, p.24-35): 

 The data set should have more small items than big items. 

 The data should describe the size of a similar concept or phenomena. 
¢ƘŜǊŜ ŀǊŜ ǎƻƳŜ ǎŎŜƴŀǊƛƻǎ ǿƘŜǊŜ .ŜƴŦƻǊŘΩǎ [ŀǿ Řƻ ƴƻǘ ŀǇǇƭȅ ƘŜǊŜ ƛǎ ǿƘŀǘ ǘƘey are (Nigrini, 2000, 

p.24-35): 

 If there is a built in maximum or minimum value in the data, Benford’s Law do not apply. 

 Invoice number, social security number, phone number, car number plate etc… Any values in 
which the number does not represents a size, and where the number is used for 
identification purpose or used in place of a name, Benford’s law do not apply. There is no 
useful meaning for one phone number being larger than another. There is no practical 
meaning if the an invoice number is twice the value of another either. 
 


